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INTRODUCTION PAGE 

 
As our society becomes ever more reliant on space-based technology, any disruption to 
these systems inevitably translates to economic and personal losses. For example, 
unreliable global positioning systems disrupt operations that require high-precision 
geolocation (like farming operations and high precision oil drilling), and perturbations to 
upper atmosphere and ionosphere of the Earth disrupts the propagation of radio waves 
used for long-distance communication and to communicate with satellites in space. 
 
Extreme ultraviolet radiation (EUV) emanating from the Sun has profound effects on the 
upper atmosphere and ionosphere here on Earth. These high energy photons ionize 
and subsequently heat the upper atmosphere, causing strong variations on atmospheric 
density. Satellites in low-earth orbit can hence experience a significant drag making 
mission planning and orbit estimation very difficult. Atmospheric models that predict the 
state of the ionosphere therefore require good estimates of the spectrum of UV radiation 
coming from the Sun. The MEGS-A instrument onboard the Solar Dynamics 
Observatory (SDO) was designed to provide such spectral measures in the EUV 
between 5 - 37 nm. Unfortunately, after about five years of observation the MEGS-A 
instrument suffered an anomaly and has been turned off. As a result, no measures of 
lines shorter than 37 nm are available. The SDO also has the atmospheric imaging 
assembly (AIA), an instrument designed to image the Sun at seven EUV channels, 
which is still operational. There is significant overlap in the frequencies spanned by EVE 
MEGS-A and the AIA images. The proposal therefore the following: 
 
Can we learn the mapping between AIA images and the EVE MEGS-A spectral 
irradiance measurement from data assimilated during the times when both were 
functioning? And once this mapping is learnt, can we then use it infer what the EVE 
MEGS-A would see today? 
 
  
 
 
 
 
 
 
 
 
 



MAIN TEXT PAGES (Approx. 8-10 Pages) 
 

1.  Identified Need 
 
NASA and other space weather stakeholders need atmospheric models to predict the 
state of the ionosphere which in turn needs good estimates in the EUV spectrum of the 
radiation from the Sun. In 2010 NASA launched the SDO satellite that included an 
instrument called MEGS-A that measured the irradiance within the EUV spectrum. 
Unfortunately, an electrical short in 2014 led the MEGS-A instrument onboard the SDO 
to stop delivering Solar Spectral Irradiance (SSI). However, SDO also hosts another 
instrument onboard, called the AIA (EUV) imager which shares a common spectral 
span, albeit with limited coverage as seen in Figure 1; MEGS-A spans a continuous 
range from 5 - 35 nm whereas AIA takes images of the Sun at wavelengths depicted by 
the arrows.  
 

 
Figure 1: Spectral coverage of MEGS-A and AIA instruments on board the SDO. 
 
 
 
Current state-of-the-art physics model based on recovering the temperature distribution 
of the solar corona can be used to estimate SSI but fails to faithfully reproduce the EUV 
spectrum to accuracies required for satellite operations, because of a plethora of 
assumptions that go into the model. Therefore, we need to develop modern methods 
based on machine learning (ML) techniques to better estimate the irradiances that 
MEGS-A would have detected. 
 
2. Methodology 
 
An overview of the solutions employed in this project is sketched in Figure 2. We had 
two primary approaches to the solution of predicting the intensity of the emission lines 
from the MEGS-A instrument; (i) a physics-based model, and (ii) an end-to-end machine 
learning approach.  



As shown in Fig 2, the physics-based model accepts images of the Sun at six distinct 
wavelengths, i.e., six images from the AIA instrument. At every pixel of the image a 
temperature profile also known as the differential emission measure (DEM) is estimated. 
This ill-posed problem is solved using Basis Pursuit, under myriad physical assumptions 
for the solution. Because Basis Pursuit is a computationally intensive process, we 
trained a simple multi-layer perceptron (MLP, module named DeepEM in Fig 2) to learn 
the Basis Pursuit solution. This resulted in a speed up of 1000x in estimating the DEM. 
These temperature profiles is fed through a  fixed  forward model to estimate the EUV 
irradiance that the EVE MEGS-A would have measured. These temperature profiles can 
be thought of as the  latent space  between the AIA images and the spectral irradiance. 
The problem is that these estimates are rather poor and does not utilize the information 
from three additional images provided by the AIA instrument. Our goal within this project 
is to surpass the performance of this physics based model in estimating the spectral 
irradiance.  
We cast our challenge as a computer vision problem; mapping images (nine channels of 
the AIA) to continuous variables (15 emission line intensities of the MEGS-A 
instrument), i.e., a multivariate regression problem.

 
Figure 2: Schematic of two approaches to the AIA to MEGS-A mapping : on top 
using a physics model, and at the bottom using a fully ML approach. 
 
We identified three principal architectures that lead to good estimates of the EUV 
spectrum; (i) a convolutional neural network (CNN) based architecture that directly 
maps images to the EUV spectrum, (ii) a simple MLP with no (linear regression) or 
multiple hidden layers, and (iii) an advanced architectures that combined architectures 
(i) and (ii). 
 
 
 



 
 
3. Data Description 
 
The SDO/AIA imager and SDO/EVE spectrograph co-observed the Sun from 2010 to 
2014. For the machine learning approach, we used years 2011 and 2014 as the training 
set and 2013, 2014 as the test set. The reason to use 2011 and 2014 was to expose the 
neural network to a large variance data set since 2011 corresponds to a quite Sun and 
2014 to an active flaring Sun. 
 
The original SDO/AIA data product is composed of 9 channels of 4096x4096 pixel 
images, taken at a 12s cadence. This amounts to about 0.7 TB of data per day. We 
used a secondary data product from EVE MEGS-A that measures 15 emission lines at 
a cadence of 10s, resulting in less than a MB of data per day. 
 
The high volume of data at the original AIA resolution makes machine learning 
computationally intractable, we had to transform the SDO/AIA by downsampling the 
images to 256x256 pixel resolution. And because the transitions in the Sun at the 
timescales of a second is not significant, we chose to retrieve one image every 10 
minutes for the machine learning problem. This allowed us to reduce our dataset to only 
about 176GB. The output of the MEGS-A was chosen to correspond to the times of the 
selected AIA images.  
 
 
4. Tools, Compute, Software Environment 
 
Hardware:  IBM provided us with two Power-AI systems; one equipped with four P100 
and the other with two V100 high performance GPUs. This allowed us to perform 
extensive machine learning simulations. 
 
Software:  The software stack comprised of Pytorch to develop the deep learning 
architectures and custom Python package to pre-process the data. We also used 
collaboration tools like GitLab for code maintenance and Slack for team communication. 
The development environments included open-source Jupyter notebooks and a python 
specific IDE, PyCharm. 
 
5. Tests and Experiments 
 



For the physics-based models we cast the deepEM module (Fig. 1) as a 1x1 
convolution problem and trained it on the Basis Pursuit solution. The architecture has 
three intermediate hidden layers with a Rectified Unit (ReLU) nonlinearity after each of 
them. The output of the MLP is the DEM which is then multiplied with temperature 
response function (forward physics model, Fig. 1) to obtain the solar spectral irradiance. 
 
An end-to-end machine learning model is extremely powerful because of the vast 
choices in the architectures and hyper-parameters that can be tuned for the optimal 
result. On the other hand, this requires us to conduct many hundreds of experiments to 
nail down the right parameters. We accomplish this using a systematic approach we 
have nicknamed, “ bakeoffs ”. Bakeoffs consisted of automating the testing of many 
options for the machine learning models, to obtain optimal results. The parameters 
tested include; (i) flavour of the architectures; linear, MLP, CNN, augmented CNN, (ii) 
loss functions; mean absolute error (L1), mean-squared error(L2), (iii) data scaling ; 
log/square root scaling to decrease the numeric range, z-scoring, mean-division, and 
finally (iv) hyperparameter optimization; learning rate, weight decay. We ended up 
testing short of 1000 distinct models in these bakeoffs. 
 
An example of a less successful experiment was when we tried to recover the raw 
MEGS-A spectrum (1500 channels). This did not work well possibly because we did not 
have enough data to constrain the model and/or because we did not optimize over the 
different models. Although this was not our primary goal, we have gained valuable 
insights and have concrete ideas for further exploration of this topic. As an example, we 
could re-bin the 1500 channels to about 150 channels to alleviate the complexity of 
model. 
 
6. Results 
 
A summary of the physics model’s performance is in figure 4, where we plot the average 
relative errors for each line on 2012-2013 predictions, as a percentile of Fe XX channel 
amplitudes, which is used as a proxy for solar activity. Indeed, Fe XX is a flare sensitive 
channel, thus in the lower percentiles the Sun is quiet, and in the higher percentiles the 
Sun is flaring. 
We can see that several coronal emission lines (Fe X, Fe XI,...) have very low average 
errors, in the range of 3%. However, other channels such as the optically thick He II 
(figure 3) and the flare sensitive Fe XX have very high errors. Furthermore, these errors 
are obtained after rescaling the physics model’s predictions by a constant factor 
(between 0.2, and up to 37 for He II), appearing due to the plethora of approximations 
used in the modeling, such as abundances of elements in the sun. 



 

 
Figure 3: Comparison between physics (x37) model predictions and EVE 
measurement of the He II 304 Å emission line for test data. 
 
 
 
 

 
Figure 4: Average relative error between predictions and EVE measurements for 
different channels sorted using Fe XX percentiles. 
 
 
 



 
The best performing full ML framework consists of a Residual Neural Network with 18 
convolutional layers, augmented with a Multi-Layer Perceptron. 
Trained on 2011+2014 data (80% training, 20% validation split) and tested on 
2012+2013 data, the ML model is able to reproduce EVE measurements of various 
emission lines that form at a range of temperatures (100,000 to 10 million Kelvin) with 
average relative discrepancies of less than 3%. For instance we can see in figure 5 that 
the previously poorly predicted He II line is very well captured by the ML model. 
A summary of the ML model performance can be seen in figure 6. We can see a striking 
improvement in the average errors, both in the quiet and flaring Sun. 
 

 
 
Figure 5: Comparison between ML model predictions and EVE measurement of 
the He II 304 Å emission line for test data. 
 
 



 
Figure 6: Average relative error between predictions and EVE measurements for 
different channels sorted using Fe XX percentiles. 
 
For completeness, we include a global performance summary for different models that 
were tested in , where the mean, median, min and max are on the absolute errors, 
averaged over time and over lines. An interesting observation is that a simple linear 
model, looking only at the means of the AIA images as input, already outperforms the 
physics model.  
Overall, the Augmented ResNet achieves the best performance, with mean and median 
errors of less than 3%.  

 



Figure 7: Summary of performance for different models tested in the bakeoffs. 
Mean, Median, Min and Max are on absolute errors,  averaged over time and over 
all the MEGS-A emission lines. 
 
 
7. Next Step 
 
There are several research questions that arise naturally from our project and results. 
 
First of all, we observed an interesting feature in our ML framework. A CNN 
progressively reduces the resolution of the initial input image, until it reaches a 
thumbnail size, which is then averaged and transformed into the output. 
We took a shallow CNN for which the thumbnail size is 27x27, and looked at the 14 
images, right before they are averaged to get the MEGS-A irradiance output. We can 
observe in figure 8 that these images, when upsampled, have a striking correlation with 
the input AIA channels for similar wavelengths. This means that the CNN learned to 
extract meaningful and physical information, and these thumbnail images could be seen 
as spatially resolved MEGS-A measurements. This is however just an exciting 
preliminary observation, and should be the subject of extensive investigation. 
 
 
 

 
Figure 8: Top: input AIA images. Bottom: Upsampled thumbnail images from last 
layer of a shallow CNN, aligned with corresponding wavelengths of the AIA 
inputs. 
 
Another exciting challenge is forecasting of the EUV irradiance. We have encouraging 
preliminary results, in which we obtain an error of less than 5% on the total MEGS-A 
irradiance for a prediction 3 days in the future. 
 
Three other challenges that could be tackled in the future are the following: 
 
Tomorrow's Sun Today (inc. X-flares) : Are we able to predict the state of the Sun 
tomorrow, using SDO data from today? While we are able to nowcast SDO/EVE 



(MEGS-A) data from SDO/AIA, if we were able to predict tomorrow’s sun today this 
would provide important information for space weather prediction, and also allow 
simultaneous forecasting of SDO/EVE. An algorithm that can learn to predict large solar 
flares should hold important information on the physical processes that cause the 
largest events, and also allow sufficient warning of such events. 
 
B to AIA. Ground based astronomy?:  Are we able to use magnetic field information to 
predict coronal observations such as those obtained by SDO/AIA? By learning the 
mapping from magnetic field to SDO/AIA observations it would be possible to use 
ground-based observations to obtain SDO/AIA images for when SDO/AIA is no longer 
observing the EUV Sun. Furthermore, high-resolution ground based magnetic field 
information could allow us to reconstruct super-resolution SDO/AIA images. 
 
Beyond the Sun: Super resolution of B-field:  By understanding the Sun’s magnetic 
field, we can further our investigations to distant stars that lack high-resolution magnetic 
field information. By training an algorithm on the Sun it should be possible to 
super-resolve the magnetic field information of sun-like stars, and generate synthetic 
EUV observations that can be compared to the Sun. 
 
 

CONCLUSION  
 

In this project, we try to map the connection between AIA images and the EVE MEGS-A 
spectrum to infer the spectrum that EVE MEGS-A would see today.  
 
Physics: Created a state-of-the-art physics based model that performs well on several 
lines but degrades on optically thick lines and flare-sensitive lines. Mean error: 7.46%. 
 
Machine Learning: Created an ML model using a Residual Neural Network augmented 
with a Multi-Layer Perceptron, significantly improving upon physics based model. Mean 
error: 2.83%. 
 
Exciting future: tantalizing results for a spatially resolved EUV spectra, forecasting of 
EUV irradiance (~ 5% error for 3-day forecasting). 
 
 
 
 
 



Appendices:  

 
Figure: Physics model, Fe XIII 
 
 
 
 

 
 
 
Figure: Physics model, Fe XX 
 
 
 
 
 
 
 



 
 

 
 
Figure: ML model, Fe XX 
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