
 

1 

 

NASA Frontier Development Lab Technical Memorandum 

 

Challenge Title: Forecasting GNSS disruptions 

 

Authors: Abraha, Kibrom Ebuy (University of Luxembourg); Hayes, Laura (Trinity College 

Dublin); Kumar, Daniel (Google); Venkataramani, Karthik (Virginia Tech); 

Bhatt, Asti (SRI International); Boumghar, Redouane (ESA); Kaczmarek, Sylvester (Imperial 

College London); McGranaghan, Ryan (NASA JPL); McGregor, Sean (Syntiant Corp.) 

 

 
 

 

August 2018 

 

Private Partners: IBM (computational resources); Lockheed Martin, Kx (technical support). 

 

 

 
 

 

NASA Frontier Development Lab Technical Memorandum 



 

2 

 

 

Authors: Abraha, Kibrom Ebuy (University of Luxembourg); Hayes, Laura (Trinity College 

Dublin); Kumar, Daniel (Google); Venkataramani, Karthik (Virginia Tech) 

 

Mentors: Bhatt, Asti (SRI International); Boumghar, Redouane (ESA); Kaczmarek, Sylvester 

(Imperial College London); McGranaghan, Ryan (NASA JPL); McGregor, Sean (Syntiant Corp.) 

 

NASA Frontier Development Lab 

 

The NASA Frontier Development Lab is a public / private research partnership between NASA, 

the SETI Institute and leaders in commercial AI and private space. Hosted in Silicon Valley by 

the SETI Institute, the NASA FDL is an applied artificial intelligence research accelerator 

developed in partnership with NASA’s Ames Research Center. Founded in 2016, the NASA 

FDL aims to apply AI technologies to challenges in space exploration by pairing machine 

learning expertise with space science and exploration researchers from academia and industry. 

These interdisciplinary teams address tightly defined problems and the format encourages rapid 

iteration and prototyping to create outputs with meaningful application to the space program and 

humanity. 

 

SETI Institute 

189 N. Bernardo Ave Suite 200 

Mountain View, CA 94043 

 

NASA Ames Space Portal 

556 Edquiba Rd 

Mountain View, CA 94043 

 

 

Private Partners: IBM (computational resources); Lockheed Martin, Kx (technical support). 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

3 

1. Introduction 

The Global Navigation Satellite System (GNSS) is a constellation of Earth orbiting 

satellites that provides precise positioning and timing information to ground based 

receivers. This technology has found use in a wide variety of applications, ranging from 

navigation using smartphones to securely enabling transactions in global financial 

markets. Due to its increasing utility over the past few decades, it is now estimated that 

GNSS services provide annual economic benefits on the order of billions of dollars 

(Pham, 2011; Sadlier, 2017).  

 

Communication between ground based receivers and the GNSS is achieved by means 

of radio signals that propagate through the ionized portion of the Earth’s atmosphere, 

the ionosphere, that exists from approximately 60 to 1000 kilometers in altitude. In the 

presence of space weather driven ionospheric irregularities (sharp variations in the ion 

and electron densities), these signals exhibit rapid amplitude and phase fluctuations, 

preventing nominal system operation. Such scintillation events may result in increased 

uncertainties in positioning and timing information at the receiver, and complete loss of 

signal in a worst-case scenario (Kintner et. al, 2007). Given that society as a whole 

increasingly relies on seamless access to GNSS based services, there is an urgent 

need to develop robust models capable of forecasting scintillation events in order to 

mitigate potential economic and societal impacts. 

 

However, there are two major challenges associated with developing such models: 

 

1. Interactions within the Sun-Earth system are highly non-linear in nature, which 

are difficult to capture and reproduce using empirical and physical models. 

 

2. Running physically accurate models at spatial and temporal scales capable of 

resolving ionospheric irregularities and calculating scintillation effects has been 

computationally expensive/prohibitive. 

 

A potential alternative is to then use the large amounts of historically available data that 

describes the state of the Sun-Earth system in conjunction with machine learning (ML) 

techniques in order to forecast scintillation events. This report presents an ML 

framework developed during the 2018 NASA Frontier Development Lab in order to 

forecast phase scintillations in GNSS signals at high latitudes. The report provides an 

overview of the problem statement and the current state of the art (“Background”), a 

description of the data that is used to train the ML algorithms (“Data description”), an 

exploration of the various ML techniques implemented along with associated pros and 

cons (“Methodology”), and finally the results achieved using this approach over the 

course of the program (“Results”). 
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2. Background 

Rigorously forecasting the occurrence of ionospheric scintillation is a two fold problem. 

The first step involves modeling the formation of ionospheric irregularities due to various 

drivers, by accounting for the physics and chemistry of the atmosphere. In the second 

step, the propagation of radio signals through the disturbed ionosphere is modeled by 

solving the wave equation, which yields the resulting amplitude and phase fluctuations 

in the signal. Due to the involved nature of the problem, a complete theory of 

ionospheric irregularities and signal scintillation does not currently exist. 

 

Existing models of ionospheric scintillations typically employ either empirical 

formulations or a physics based approach (Priyadarshi, 2015). While these models are 

able to capture the global morphology of ionospheric scintillations, they have generally 

been limited in scope of application or spatial and temporal resolution, and thus 

inadequate for practical commercial use. In particular, predictive models of high-latitude 

scintillation remain lacking due to the complexity of the associated physical drivers. 

Given the technical challenges associated with improving existing models and the 

growing demand for a robust alternative, data driven approaches have been recently 

examined as a potential candidate for predicting scintillations (Lima et al., 2015; Jiao et 

al., 2017; McGranaghan et al., 2018), with promising initial results.  

 

ML broadly refers to the ability of a computer system to perform a task by learning from 

experience provided in the form of relevant data, without being explicitly programmed to 

perform said task. In the context of the work presented here, it refers to the ability of a 

computer system to predict ionospheric scintillation by learning from datasets that 

demonstrate scintillation events, along with information regarding various relevant 

physical physical parameters that capture the state of the Sun-Earth system. 

 

Apart from the reasons specified above, the application of ML techniques is particularly 

appealing towards the problem of forecasting ionospheric scintillations as the problem 

domain is increasingly data rich - the development of new satellite based navigation 

systems by various countries and the deployment of a large number ground based 

receivers (McGranaghan et al., 2018) has generated (and continues to generate) large 

volumes of data that cannot be efficiently analyzed by humans. Such datasets however 

are ideal for the development and application of ML approaches that can continuously 

‘learn’ with the availability of new data. This study serves as a proof-of-concept that 

demonstrates the applicability of such techniques for predicting scintillations, particularly 

at high latitudes. 
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3. Data description 

A key step in developing ML models capable of making useful predictions is training the 

models on relevant and accurate data. In order to make predictions of high latitude 

GNSS phase scintillation events, the ML framework developed here uses publicly 

available data from various space and ground based missions that captures three 

aspects of the Sun-Earth system - the state of the Sun, the state of the near-Earth 

environment, and the magnetic field of the Earth. These physical parameters serve as 

inputs to the model and form the basis of its predictive capabilities. 

 

Solar and geomagnetic activity data was obtained from the NASA OMNI database 

(https://omniweb.gsfc.nasa.gov/). The input feature set used in this project includes 

interplanetary magnetic field properties (IMF; By, Bz, clock angle), solar wind properties 

(velocity; Vsw, pressure; Psw), solar wind coupling constants (Newell and Borovsky), the 

F10.7 index, solar X-ray flux, proton flux, and geomagnetic indices (AE index, SymH 

index, planetary Kp index). Further, in order to account for latencies between the effects 

of solar and geomagnetic activity and the occurrence of GNSS signal scintillation, we 

follow the approach of McGranaghan et al. (2018) and include the historical values (15 

and 30 minutes prior to any observation) of the above parameters as input features. The 

F10.7 and Kp indices which are generated every one and three hours respectively are 

excluded from this treatment.  

 

As the project focuses on predicting high-latitude GNSS scintillation, ionospheric 

electron content and scintillation indices obtained from the Canadian High Arctic 

Ionospheric Network (CHAIN) also serve as inputs to the model. CHAIN comprises of a 

network of ground-based GNSS Ionospheric Scintillation and total electron content 

(TEC) Monitors (GISTMs) located throughout the Canadian Arctic region. Two different 

models of receivers have been employed in the network, namely the Septentrio 

PolaRxS Pro and the Novatel GSV4004B. In order to prevent introduction of errors due 

varying receiver biases, we presently use data only from the Septentrio PolaRxS Pro 

receivers in the network. Of the 15 available receivers, the stations with mostly 

continuous measurements were preferred for the present study (Figure 1). The data 

product available from each receiver includes calculated total TEC, differential TEC 

(dTEC; calculated as the difference in TEC 15 seconds prior to current time), 

scintillation index (SI), phase spectral slope (p), amplitude scintillation index (S4) and 

phase scintillation index (𝛔ɸ). 

 

The data available from each CHAIN GNSS receiver contains information from multiple 

observable satellites. A number of pre-processing steps to remove non-scintillation 

related signal disruptions and reduce the data is first required before an ML approach to 

https://omniweb.gsfc.nasa.gov/
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the data is employed. The steps used in this work follow from previous studies using 

CHAIN GNSS data (e.g. McGranaghan et al., 2018) and are outlined here:  

 

(i) To minimize errors caused by non-scintillation effects such as multi-path, only 

observations with an elevation angle of 30° and greater are considered here.  

 

 
Figure 1: Location of the CHAIN and CARISMA network stations from which data was used in 

this study. More details about each individual site can be found at 

http://chain.physics.unb.ca/chain/pages/stations/ and http://www.carisma.ca/station-information/. 

 

(ii) Loss-of-lock events are also removed from the data by setting a threshold of 200 

seconds for the receiver lock time. Observations by a receiver with a lock time below 

this threshold are excluded from the input dataset. 

(iii) The scintillation indices S4 and 𝛔ɸ are projected to the vertical to account for 

geometrical effects on measurements made at different elevation angles. Then, the 

median value of the indices from all satellites at each receiver is calculated to obtain a 

‘super observation’ (McGranaghan et al., 2018) which are used as model inputs. An 

example of this is shown in Figure 2. A time-series of the phase scintillation index 𝛔ɸ 

shown in 2(c) is the predicted variable we are interested in this work. 

http://chain.physics.unb.ca/chain/pages/stations/
http://www.carisma.ca/station-information/
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Figure 2: Example of CHAIN station data pre-processing. (a) The observed phase 

scintillation index 𝛔ɸ as a function of azimuth and elevation angles at one receiver over 

the course of a day. Each track corresponds to observations from each satellite. (b) This 

data is filtered by applying an elevation mask of 30°. (c) A ‘super observation’ is 

obtained by calculating the median of these observations from various satellites, and 

can be visualized as a time series. This is the final data product used to train the ML 

models. 

 

As the Sun is the primary driver of variations in the ionosphere, scintillations events 

exhibit strong seasonal and diurnal variations which are cyclical in nature. Including this 

information can be beneficial for predictive models, and hence the sine and cosine of 

the local time and day of year for each observation, mapped to [0, 2𝛔], are included as 

input features. The geographical location of the receivers is also included as an input 

feature. 

 

Measurements of the geomagnetic field strength at the surface of the Earth are 

sensitive to current systems that are generated in the Earth’s atmosphere due to solar 

activity, as well as interactions between the solar wind and the Earth’s magnetic field. 

Consequently, fluctuations in the measured geomagnetic field strength can be indicative 
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of occurrence of ionospheric scintillation. This information is provided to the ML 

algorithm in the form of data from the Canadian Array for Real Time Investigations of 

Magnetic Activity (CARISMA) network. The network comprises of a chain of high 

latitude magnetometers that measure the strength of the geomagnetic field at various 

locations (Mann, I. R., et al, 2008). In this study, CARISMA magnetometers co-located 

with instruments in the CHAIN network were chosen in order to quantify the importance 

of including this information as a model input. Of the four co-located stations (Figure 1), 

three stations were identified for use in the present work after accounting for data 

availability - Fort Churchill, Fort McMurray and Fort Simpson. 

 

Using the data sources described above, a database containing three years (2015-

2017) worth of measurements from various missions was collated. A final set of 

processing steps were applied to this database before training the ML algorithms:  

 

1. The CHAIN network provides scintillation indices every minute, while the OMNI 

data is available only at 5 minute intervals (the F10.7 and Kp indices are 

calculated for every one and three hours, respectively). We hence upsample the 

solar and geomagnetic data from the OMNI database to match the time cadence 

of the CHAIN observations. Similarly, magnetometer data from the CARISMA 

network are available at a 1 second cadence, which is downsampled in order to 

use data at 1 minute intervals. The final database then consists of daily 

observations of various parameters every minute. 

 

2. Depending on the physical property it describes, each feature in the collated 

dataset has a different numerical distribution. To account for this, we scale each 

feature to have a standard deviation of zero and a mean of one. This is required 

as many ML techniques are highly sensitive to the dynamic ranges of input 

feature values. 

 

3. Experiments involving time-series observations often exhibit data gaps for 

various reasons, which can cause incorrect training of ML models. Two 

approaches are used to remedy this - given the absence of an input feature at a 

particular time step, we either a. discard the remaining input features associated 

with that time step from the dataset; or  b. use a forward-fill with the last available 

data for that input feature. The choice of the approach is dependent on the ML 

technique used in subsequent steps - the first approach has been used when 

training Support Vector Machine (SVM) based models, while the latter approach 

has been used for training Multi-Layer Perceptron (MLP)  based models. 
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4. Methodology 

The end goal of this work is to obtain forecasts of ionospheric scintillation occurrence, 

by tracking the phase scintillation index (𝛔ɸ) of GNSS signals. If a specific value of 𝛔ɸ is 

chosen as a threshold above which scintillation is considered to have occurred, a 

forecast may comprise either of a simple “True/False” response to the question “has a 

scintillation event occurred?” or it may take the form of a predicted value of the phase 

scintillation index, which can then be interpreted to answer the above question. In other 

words, forecasting ionospheric scintillation may be treated either as a ‘classification’ or 

‘regression’ problem. Consequently, the choice of  ML algorithms used to make 

forecasts is dependant on the desired output. 

 

4.1 Support Vector Machine (SVM) based approach 

Support Vector Machines (SVMs) are a supervised ML technique that is commonly 

used in classification problems. The ability to classify is achieved by the model ‘learning’ 

to define a hyperplane boundary that separates various classes in some Euclidean 

feature space. SVMs use input features to find the optimal hyperplane which gives the 

largest minimum distance between labeled training examples and the hyperplane. Once 

the optimal hyperplane definition has been inferred by the model, it can subsequently be 

used to classify new examples. In the case of datasets requiring non-linear boundaries 

to distinguish between classes, such as the data presented here, the input features can 

be remapped to a higher dimensional space so that they can then be efficiently linearly 

separated. This method to is referred to as the ‘kernel trick’, and is employed in the 

present work using a Radial Basis Function kernel. 

 

When considering 𝛔ɸ as the basis for predicting ionospheric scintillation, we begin by 

choosing a suitable threshold to treat the task as a classification problem. Presently we 

choose a value of 0.1, treating events with 𝛔ɸ values greater than this threshold as 

indicative of the occurrence of scintillation, and values less than or equal to this 

threshold as non-scintillations. This threshold is similar to values used in that have been 

previously used to classify scintillation events (McGranaghan et al., 2018; Jiao et al., 

2015). 

 

In order to accurately compare with the baseline results established by McGranaghan et 

al. (2018), an initial SVM model was trained using data from all the CHAIN network 

stations. Building on this, individual models were developed and trained for each station 

to test for the localized nature of scintillation. For each model, a subset of n = 50,000 

random data points from the entire dataset (2015-2017) was chosen. These samples 
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were then split into the ‘training’ (0.8*n) and ‘test’ (0.2*n) sets which, as the name 

implies, were used to train and evaluate the performance of the model respectively. 

Given the large number of available input features, principal component analysis (PCA) 

was utilized to reduce the dimensionality of the feature space to efficiently train the SVM 

model, as well as to restrict our attention to those features (captured in the top principal 

component vectors) that capture most of the variance of 𝛔ɸ. 

 

A general problem associated with the application of ML based classification techniques 

is that of class imbalance in the input dataset - i.e., when the dataset contains a 

significantly larger number of samples that belong to one class compared to other 

classes, the algorithm tends to err in favor of classifying test samples as belonging to 

the class with the largest number of input samples. This is of particular interest to our 

work as scintillation events (defined as 𝛔ɸ > 0.1) form less than 3% of the data available 

from each station. This is tackled by assigning ‘weights’ to the classes that are inversely 

proportional to the number of samples present in each class. These weights determine 

the penalty for misclassification of a sample belonging to a particular class, which helps 

in mitigating the effect of the large number of non-scintillation samples present in the 

input data. 

4.2 Feature Engineering & Random Forest Based Regression 

Following the development of the SVM based approach, regression based time-series 

forecasts of the phase scintillation index were made at individual stations. The CHAIN 

station location of Fort McMurray (‘mcm’) was chosen as a representative example for 

this approach due to continuous availability of scintillation data and the presence of co-

located magnetometer measurements.  

As mentioned previously, there are latencies inherent to interactions in the Earth-Sun 

system. These are particularly evident in the time delays between the occurrence of 

driving events (space weather phenomena) and the reaction of the system (atmospheric 

perturbations, ionospheric scintillation). While this information is implicitly present in 

datasets examined here, it is significantly more efficient while applying ML techniques to 

provide this a priori knowledge to the algorithms. 

 

To this end, feature engineering was used to augment our initial dataset by introducing 

new input features. As a first step, time integration was done on the input features  

using historical data 5 to 90 minutes prior to data at each time step at 5 minute intervals. 

By experimentation, it was also discovered that the variance of certain parameters 

presented a stronger correlation with 𝛔ɸ rather than the absolute value of the 

parameters themselves. To include this as an input feature, the historical standard 

deviation of the input features was also calculated (at the same time cadence as the 



 

11 

time integrals) and also provided as inputs to the ML algorithm. Finally, a Random 

Forest algorithm was applied on this augmented data set in order to produce predictions 

of scintillation and obtain information regarding the importance of the additional input 

features. 

4.3 Multi-Layer Perceptron (MLP) based approach 

An Multi-Layer Perceptron (MLP) architecture was then used to develop a more 

scalable model for the robust prediction of scintillation events. We focused on two years 

of data for training/validation (2015 - 2016) and tested on data from 2017 for the single-

station ‘mcm’. The top 100 input features obtained from the feature engineering/random 

forest method described above were used as inputs to the MLP model. A fully-

connected network with 4 hidden layers and 128 nodes in each layer was used here. 

The hidden layer and output layer nodes used an exponential linear unit (‘ELU’) 

activation function and ‘linear’ activation function respectively, with the weights and 

biases of the overall network governed by an Adam optimizer. The ELU activation 

function was chosen heuristically; it is similar to the efficient ReLU (rectified linear unit) 

function commonly used in deep learning applications, but it is less likely to get stuck in 

local minima in parameter space during training, and it yielded superior performance on 

our data. The Adam optimization algorithm is an extension to the stochastic gradient 

descent algorithm that has broadly gained acceptance in the field for deep learning as a 

method to iteratively update the weights and biases of a neural network. 

4.4 Performance Metrics 

The main metric used to evaluate the predictive models in this work is the total skill 

score (TSS). The TSS is unbiased to the class imbalance ratio (Bloomfield et al. 2012), 

and is hence appropriate as a performance metric given the data set and methods used 

here. Predictions from the machine learning algorithms can fall into one of four 

categories : true positive (TP), false positive (FP), true negative (TN) and false negative 

(FN). Subsequently, the TSS is calculated as:  

 

𝑇𝑆𝑆 =  
𝑇𝑃

𝑇𝑃 +  𝐹𝑁
 − 

𝐹𝑃

𝐹𝑃 +  𝑇𝑁
 

The values of TSS range from [-1, 1], with a TSS value of 1 being the optimal (i.e. every 

event is correctly classified) and -1 when all events are misclassified. A TSS of 0 is 

equivalent to the predictions obtained by random chance. 
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5. Results 

We began with the application of SVMs to build a single predictive model using data 

aggregated from all the CHAIN stations used in this study, and focused on making 1 

hour forecasts of scintillation as a benchmark and proof-of-concept for this study. This 

model predicted scintillation events with a TSS of 0.49, similar to the results obtained by  

McGranaghan et al. (2018). Predictive capabilities were subsequently improved by 

developing a model for individual stations. As an example, the SVM model trained using 

data from Fort McMurray (MCM) predicted scintillations at this location with a true 

positive and true negative rate of 85 and 88% respectively (Figure 3), with a net of TSS 

of 0.76. The TSS for models generated at other stations are shown in Table 1, along 

with the variation in the scores as a function of the forecast time. 

 

 
 

Figure 3: Confusion matrix for the SVM model trained and tested on the for Fort 

McMurray (MCM), with ground truth shown vertically and model predictions shown 

horizontally. 

 

While the individual station SVMs are found to perform better than the model generated 

using data available from all the stations, three stations produce predictions with a TSS 

similar to that using the aggregated data set - Churchill (CHU), Arviat (ARV) and Rankin 

Inlet (RAN). Whether the location of these stations and their relatively close 

geographical proximity to each other (Figure 1) have any bearing on the TSS obtained 

needs to be investigated further. 
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Table 1. A table of (TSS) values for obtained from SVM based forecasts for different 

prediction times and stations using data from 2017. ‘All’ refers to forecasts produced 

from the SVM trained using data available from all CHAIN stations. It is seen that model 

performance of individual station SVMs are better than the SVM generated using all of 

the available data simultaneously. SVM performance is also seen to generally degrade 

as the time scale over which forecasts are made increases. 

 

5.1 Transferability of SVMs 

The ability of SVMs generated using training data from one station to predict scintillation 

events at other stations was tested to obtain a sense of the transferability of SVMs. 

Results from this test are shown Figure 4, which shows the TSS for the SVM generated 

at Fort McMurray (MCM), applied to make scintillation predictions at all stations. There 

is a clear drop off in the TSS when the SVM is applied to other stations, indicating the 

localized nature of the drivers that produce scintillation. This can also be contextualized 

when considering the magnetic latitudes of the stations (Table 1) - the stations at Rabbit 

Lake (RAB), Fort Smith (FSM), Arviat (ARV), Rankin Inlet (RAN) and Coral Harbour 

(COR), are within a few degrees of each other (< 6°) , and produce similar TSS. 

Stations at Gjoa Haven (GJO) and Arctic Bay (ARC) are at significantly different 

magnetic latitudes (> 10°) compared to MCM, and show the greatest decrease in TSS. 

This explanation however does not hold for the low TSS seen at Churchill (CHU) and 

Fort Simpson (FSI), and further exploration of the models and the data are needed to 

fully understand the factors that influence the lack of applicability at the SVMs. This 

would in turn help understand drivers that are important towards predicting scintillation 

at a given location. 
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Figure 4: A plot showing TSS values for when SVM trained on one station (mcm) 

performs when applied to other stations.  

5.2 Single-station focus 

The SVM results demonstrated that predictive capabilities were improved when 

focusing on individual stations. Building on this, we used data from Fort McMurray as a 

reference to test other machine learning architectures and methodologies.  

 

The top 20 features found to be important through the application of feature engineering 

and a Random Forest algorithm (Section 4.2) is shown in Figure 5. The std_int_x and 

the intx labels represent the standard deviation, and the integrated time history over the 

last x time steps respectively. This demonstrates that time history information and the 

variance of the input features play a critical role in predicting scintillation, and also hints 

at the latencies that are inherent in this system.  
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Figure 5: Feature importance of the inputs after feature engineering using a Random 

Forest method. As can be seen the variance (standard deviation) of the dTEC and the 

integrated values of the local magnetometer data are important in the prediction of 

future phase scintillation 

 

5.3 Multi-Layer Perceptron (MLP) Analysis 

As described previously, the top 100 synthetic input features (derived from feature 

engineering and the random forest approach to feature significance) were used as 

inputs to the MLP. In generating the model, data from the years 2015 and 2016 were 

used for training the model, and predictions were made for data from 2017. The MLP 

algorithm treats forecasting scintillation as a regression problem, producing predicted 𝛔ɸ 

values as its output. An example comparison between the ground truth and the model 

output is shown in Figure 6. While the models is seen to predict the trends in the 

scintillation index fairly well, it often underestimates the magnitude of 𝛔ɸ, particularly 

during strong scintillation events.  
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Figure 6: Time series of predicted 𝛔ɸ values (red) and the true values (blue). The model 

is trained and validated on 2015 and 2016 data and tested on 2017.  

 

In order to make comparisons with the classification based algorithms developed 

previously in this report, the output of the MLP was subsequently fed to a classifier. The 

performance metrics of the model then becomes a function of the classifier threshold, 

as shown in Figure 7. The optimal choice of the threshold results in the MLP 

outperforming the SVM model, yielding a TSS of 0.84, a significant improvement over 

the benchmark result. 

 
 

Figure 7. Precision, Recall, Specificity and Total Skill Score as a function of the 

classifier threshold applied to the MLP output. 
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6. Conclusions 

This project is of particular current relevance due to a combination of factors. Worldwide 

adoption of GNSS and the growing dependence of various services on its availability 

has made the ability to reliably forecast potential disruptions an urgent need. Artificial 

Intelligence and Machine Learning techniques have also found widespread adoption 

and use over the past decade, with many breakthroughs being made easily accessible 

via open source projects and libraries. These two factors, combined with the increasing 

availability of large datasets has allowed for a data driven paradigm to be applied 

towards solving outstanding challenges in the domain of space science.  

 

In this vein, the work presented here is a proof-of-concept study that demonstrates the 

ability of machine learning techniques to reliably forecast ionospheric scintillation at high 

latitudes when provided with information regarding various quantities that describe the 

state of the Sun-Earth system. The models developed here improve on baseline results 

by demonstrating the ability of the algorithms to “learn” the localized nature of 

ionospheric irregularities. We also explore the use of including magnetometer data and 

input features generated using feature engineering techniques to expand the model 

input space and help improve performance metrics of the models. Lastly, we build upon 

existing studies by demonstrating the use of scalable network architectures that can be 

applied to growing datasets. 
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Appendix I : Tools, Compute, Software Environment and Data Access 

This work leveraged the computational resources provided by IBM, which included one 

POWER8 system equipped with 4 NVIDIA Tesla P100 GPUs and 3,584 CUDA cores, 

and one POWER9 system equipped with 4 NVIDIA Volta V100 GPUs and 5,120 CUDA 

cores. The substantial amount of computing power provided by these systems and the 

availability of high-performance GPUs was particularly valuable in being able to 

experiment with deep learning techniques and fine-tune them with our data. 

 

We built our code using open-source Python libraries for data acquisition, data 

wrangling, and machine learning/deep learning experimentation: Keras, TensorFlow, 

pandas, and scikit-learn. Collaborative code development was achieved using 

JupyterHub notebooks, and with experiments subsequently being run on the 

aforementioned IBM POWER8 and POWER9 systems. Code version control was done 

via GitLab.  

 

Data from this project was availed from the following sources: 

● The solar data was retrieved from the OMNI database.  

Data server: https://omniweb.gsfc.nasa.gov/.  

Script used to access data: https://gitlab.com/frontierdevelopmentlab/space-

weather/SkyLab-X/tree/master/omni_scripts.  

● Geomagnetic  data was retrieved from ground magnetometer stations. 

data server: http://data.carisma.ca/FGM/1Hz/. 

Scripts used to access data: https://gitlab.com/frontierdevelopmentlab/space-

weather/SkyLab-X/tree/master/intermag_scripts  

● High-latitude ionospheric data was obtained from the CHAIN network. 

data server: http://chain.physics.unb.ca/chain/  

Scripts used to access data: https://gitlab.com/frontierdevelopmentlab/space-

weather/SkyLab-X/tree/master/chain_scripts  

 

https://gitlab.com/frontierdevelopmentlab/space-weather/SkyLab-X. 
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