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INTRODUCTION  

 

Accurate localization is essential for navigation, path planning, and science objectives. On Earth, 

localization can be achieved using the Global Positioning System (GPS); such a system is, 

however, unavailable for other planetary bodies. Current generation rovers on planetary surfaces 

(e.g., Curiosity [Maimone, 2013] and Mars Exploration Rovers [Ali et al., 2005] on Mars, and Yutu 

[Liu et al., 2014] on the Moon) rely on relative localization through dead reckoning (e.g., inertial 

measurement units, wheel odometry), visual odometry, or absolute localization with human input 

image matching. These techniques can be laborious or build up significant errors over time, 

resulting in incorrect location estimates. Recently, Earth-based approaches have explored 

localization via surface perspective-to-satellite image matching using computer vision and 

machine learning [e.g., Bansal et al., 2011; Viswanathan et al., 2014; Lin et al., 2015; Christie et 

al., 2016; Kim and Walter, 2017; Hu et al., 2018]. The majority of these studies have focused on 

localization in urban, rather than natural, environments. Those focusing on natural environments 

have, however, shown surface perspective-to-satellite image matching to be feasible for 

localization [e.g., Viswanathan et al., 2014], though it remains challenging [Brejcha and Cadik, 

2017]. The purpose of this project was to produce a working proof-of-concept surface perspective-

to-satellite image matching model, using machine learning, for planetary roving applications. This 

proof-of-concept was designed to improve absolute localization accuracy of planetary rovers over 

current methods, utilize machine learning algorithms to offer greater automation and faster 

calculations, and produce benchmark datasets for localization. To achieve this, the following 

objectives were met: creation of a virtual planetary environment to generate surface and satellite 

perspective images, reprojection of surface perspective images to satellite perspective images, 

and matching of said reprojected images to satellite images via a deep neural network designed 

and trained for this task. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

BACKGROUND  

 

Accurate rover localization on planetary bodies, without access to GPS, presents a technical 

challenge. Current relative localization techniques (e.g., inertial measurements, wheel odometry, 

visual odometry) for planetary rovers can be slow and tedious to calculate, with errors in accuracy 

accumulating over time. The Mars Exploration Rovers (MER, a.k.a. Spirit and Opportunity) were 

designed with an acceptable location accuracy error of 10% over 100 m [Maimone et al., 2006], 

while the proposed ExoMars rover position accuracy is designed to be within 1% of distance 

travelled [Townson et al., 2018]. Different localization methods can even provide dissimilar 

estimates of a rover’s location and distance travelled, as demonstrated by the Chinese lunar 

rover, Yutu [Liu et al., 2014]. Future missions plan to use localization techniques similar to current 

missions (e.g., ExoMars [Townson et al., 2018]), however, calculation speeds will be faster (e.g., 

visual odometry on ExoMars will update in 4.25 s [Townson et al., 2018], compared to ~180 s for 

MER [Di et al., 2011]). Absolute localization via human input is possible but is tedious, slow (30 

minutes to one hour [T. Parker, personal communication, 9 August 2018]), and requires a 

downlink to Earth. Additionally, absolute localization of a planetary rover is possible by utilizing 

Digital Elevation Models (DEM), though accuracy is limited to ~10-20 m [Scholten et al., 2012]. 

Greater localization accuracy (<=1 m) is, however, vital for navigational path planning (e.g., 

obstacle avoidance) and science objectives (e.g., sampling and prospecting).  

 

This project proposes to use a new approach for localization of planetary rovers: surface 

perspective-to-satellite perspective imagery matching via machine learning. This approach has 

been applied in terrestrial settings but has mainly focused on urban areas (e.g., Bansal et al., 

2011; Kim and Walter, 2017) due to the comprehensive catalogue of aerial and ground 

perspective image coverage, as well as the multitude of distinct, fixed features (i.e., buildings) for 

localization. Few Earth studies have focused on natural environments, due to factors including 

sparsity of geo-referenced ground and satellite data in these terrains, and continual appearance 

changes (e.g., vegetational, seasonal [see Baatz et al., 2012]), though study sites do include 

terrestrial lunar/martian analogues (Devon Island, Canada [e.g., Lee, 2002; Furgale et al., 2012]; 

Atacama desert, Chile [e.g., Wettergreen et al., 2014]). Studies have begun to investigate 

planetary applications (e.g., Di et al., 2011; Sheshadri et al., 2012). However,  difficulties persist 

(e.g., Boukas et al., 2014), including lack of ground surface imagery. Large (terabyte-scale) 

synthetic datasets must, therefore, be produced to be able to train and test image matching 

algorithms on planetary surface environments.  

 

Rover surface perspective-to-satellite image matching for localization, therefore, represents a 

novel approach for future NASA-related planetary roving applications where GPS is unavailable. 

This approach is applicable to the two current main exploration locations of interest to NASA 

(Mars and the Moon) and could also be applied to other planetary bodies. Building upon terrestrial-

based and early planetary-based surface-to-satellite image studies, this project makes use of 

state-of-the-art machine learning techniques and high resolution orbital imagery (see below) to 

demonstrate that absolute localisation through ground perspective images and orbital images is 

feasible.  



 

The outcomes of this project were: the production of a localization training and benchmark dataset 

and successful demonstration of a proof-of-concept image-based absolute localization technique 

using high resolution (<1 m) images instead of lower resolution DEMs (~10-20 m). A secondary 

outcome was human navigation support in the form of the generated overhead view which could 

be used to execute precise navigation maneuvers and obstacle avoidance. 

 

The following tasks were necessary to realize the proof-of-concept: generation of a dataset of 

surface perspective and satellite perspective image pairs from a virtual environment; reprojection 

of the surface perspective images into satellite perspective images; and matching the reprojected 

images to the satellite images using a deep neural network architecture.  

 

METHODOLOGY 

 

Dataset generation 

Due to the sparsity and similarity of location-referenced planetary surface perspective images 

(e.g., Apollo mission and martian rover traverses), a virtual planetary environment was required 

to generate a dataset.  This dataset was comprised of planetary surface (i.e., rover perspective) 

and corresponding satellite images. The virtual test environment was created using Moon 

Landscape v3.0 (https://www.unrealengine.com/marketplace/the-moon) and Unreal Engine 4 

(https://www.unrealengine.com/), a real-time engine originally catering to the video game industry 

which has also found widespread use in simulation, architectural visualization, and virtual reality 

applications. Unreal Engine is free to use non-commercially and has publically available source 

code, in contrast to tools such as Pangu (Parkes et al., 2004) and DEM maker (NASA, 2011a). 

Other studies have also generated data using rendered lunar terrains (e.g., Sheshadri et al., 

2012). The hardware used to run Unreal 4 was an Intel® Core™ i7-6950X with 32 GB RAM, Intel® 

NVMe SSD PEDMW01 solid state drive, and Nvidia GeForce GTX 1080 GPU, running Microsoft 

Windows 10. 

 

The synthetic analogue Moon landscape provided an 8 x 8 km zone, though only one 2 x 2 km 

zone (Figure 1) was used to generate training data (for the machine learning algorithm). Two 

other zones measuring 1 x 1 km were used to generate validation and testing data (again, for the 

machine learning algorithm). The Unreal engine allows parameters such as sun angle, lighting 

conditions, and rock and crater distributions to be varied. For this proof-of-concept, however, a 

single sun angle of 30 degrees above the horizon was chosen to avoid complications arising from 

challenging lighting conditions. Future work would, however, consider multiple surface positions, 

directions, and time of day to ensure good lighting condition coverage in the image dataset. 

Environmental features, such as craters and rocks can be added following a realistic distribution 

and at cm-scale resolution. For this proof-of-concept only the synthetic landscape was utilized.  

However, Unreal Engine has the capability of ingesting other datasets (such as lunar and martian 

DEMs). 

 

An automated pipeline within Unreal Engine was built to place the rover at random locations within 

the synthetic lunar landscape zone and capture four ground perspective images (front, left, rear, 

right, spaced 90 degrees apart) and the corresponding orbital image. For each location the 

https://www.unrealengine.com/marketplace/the-moon
https://www.unrealengine.com/


 

coordinates, orientation, sun angle and image size were collected. The camera was placed 2 m 

above the surface and tilted downwards by 15 degrees to simulate the rover camera height and 

orientation; the camera had a horizontal field of view of 90 degrees. For each location, four views 

with minimal overlap were captured, thus enabling 360 degree coverage around the rover. Images 

were extracted from the the Unreal game engine using Fraps video capture 

(http://www.fraps.com/) in order to extract images as quickly as possible. This enabled images to 

be generated and saved at a rate of 60 frames per second. The final output was then converted 

to grayscale for processing by the neural network. 

 

Each sampled location was 50 m x 50 m in size, with an individual pixel resolution of 0.22 m. This 

is comparable to the highest resolution satellite images for Mars (0.25 m/pixel: Mars 

Reconnaissance Orbiter High Resolution Imaging Science Experiment [McEwen et al., 2007]) 

and higher than that for the Moon (0.5 m/pixel: Lunar Reconnaissance Orbiter Narrow Angle 

Camera [Robinson et al., 2010]). Even higher resolution imagery would be expected during the 

landing phase of any spacecraft, as highlighted by the Chang’e-3 spacecraft which was able to 

collect images at 0.05 m/pixel around the landing site [Liu et al., 2014], further aiding localization 

accuracy. High resolution images comparable to those captured from landers and rovers could 

also be obtained via aerial vehicles on non-airless bodies (e.g., Mars 2020 helicopter, Balaram et 

al., 2018).   

 

Each set of four ground perspective images was processed into an aerial image using custom 

Python scripts utilizing the OpenCV library. Specifically, each rectilinear ground perspective 

image was reprojected using the camera matrix and a flat surface approximation to form one 

quadrant of an equivalent top-down view. The quadrants were then smoothly stitched and scaled 

into a representative 50 m x 50 m aerial image. Reprojection calculations were run on the Intel 

DevCloud, a cluster of Intel Xeon Gold 6128 processors each with 24 cores and 96 GB of on-

platform memory optimized for high-performance computing and machine learning. 

 

All reprojected images were paired with a ‘true’ satellite image from the 2 x 2 km zone. The pairing 

was performed such that the satellite image matched the location of the ground view images for 

50% of the dataset, and did not match the location for the remaining 50%. These image pairs 

were fed into the neural network (see below) to learn associations between the reprojected 

images and ‘true’ satellite images.  This enabled the network to determine whether a provided 

‘true’ satellite image matched a reprojected ground view image. 

 

Point cloud generation 

In order to generate point clouds, the Unreal Engine line-trace functions were used to sample the 

environment 360 degrees around the rover. Meshlab [Cignoni et al., 2008] was then used to 

reconstruct a 3D mesh on top of the point clouds. The generated mesh was then loaded into  

Blender (an open source fully integrated 3D content creation suite  

https://docs.blender.org/manual/en/dev/index.html), where the four ground perspective images 

were projected onto the newly generated mesh. The resulting 3D environment was then rendered 

with a top-view camera, in order to produce an orbital view. Use of point clouds to generate a 3D 

http://www.fraps.com/
https://docs.blender.org/manual/en/dev/index.html


 

mesh is advantageous over other reprojection methods as it is more robust against distortions in 

mountainous terrain. 

 

 

Figure 1. 2 x 2 km training zone within the synthetic lunar landscape. 

 

 

 

 

 

 



 

Rover capabilities 

The capabilities of the ‘rover’ taking the surface perspective images were comparable to current 

generation rovers (Curiosity, MER, Resource Prospector, Exomars) and, therefore, had limited 

processing power (e.g., 20 MHz for MER [Li et al., 2005]; 96 MHz for ExoMars [Townson et al., 

2018], compared to commercially available laptops with 2.5 GHz processing power) and 

precluded the use of a lidar (e.g., Carle et al., 2010; Sheshadri et al., 2012) to generate point 

clouds (due to payload mass restrictions and launch vibrations). Point clouds can, however, be 

produced with stereo cameras, a common instrument on many rovers (albeit with more intensive 

processor operation). A single rotating camera on a mast could take the required four ground 

images. Localization is also possible via a direct radio link to Earth; to keep rover mass to a 

minimum, however, a radio antenna is not considered, especially as a lander could be used as a 

relay station (e.g., MER [Li et al., 2005]). 

 

Rover orientation is assumed to be calculable via star trackers [Cozman and Krotkov, 1995; Sigel 

and Wettergreen, 2007; Ning and Fang, 2009, Enright et al., 2012, Gammel et al., 2013], accurate 

to the arcsecond-scale [Liebe, 2002; Enright et al., 2012]). For martian applications, as stars are 

not permanently visible from the surface, orientation is assumed to be accurately calculable via 

sun position and time of day [Volpe, 1999; Eisenman et al., 2002; Ali et al., 2005]. 

 

Neural network 

A siamese neural network architecture was used to learn to associate reprojected ground view 

images with their corresponding satellite images. To achieve this the network is shown pairs of 

images during training.  In each pair one image is a reprojection of surface perspective imagery 

from one location, while the other is a (virtual) satellite image of a location which may or may not 

be the same location as that used for the surface level images. Crucially, during training the 

network is also told whether the surface and satellite locations match for a given image pair.  That 

is, the network is shown a set of labelled (matching/non-matching location) image pairs. 

 

Once the network has been trained it can be shown unlabelled image pairs, and assign a similarity 

metric to the pair.  Therefore, for a well trained network, pairs that correspond to the same location 

(i.e. matching pairs) will have a high similarity score, while pairs that do not correspond to the 

same location will have a low similarity score.  Finally, in order to find the location that a set of 

ground perspective images was taken from, the reprojected image derived from the ground 

perspective images is compared to a sliding window on the satellite map, and the highest scoring 

windows selected as location candidates. 

 

A diagram of the full neural network architecture is shown in Figure 2. The two heads of the 

siamese network each feed into a pre-trained 50-layer ResNet v2 (He et al., 2015, 2016) feature 

extractor obtained from TensorFlow Hub 

(https://alpha.tfhub.dev/google/imagenet/resnet_v2_50/feature_vector/1). The pre-trained 

feature extractor weights were obtained by training on the ILSVRC-2012-CLS image classification 

dataset. The ResNet v2 feature extractor takes 224 x 224 pixel RGB images as input, with 

intensity values in the range [0, 1]. Since the images used are grayscale, the single channel 

across red, green, and blue channels is replicated before feeding it into the feature extractor. 

https://alpha.tfhub.dev/google/imagenet/resnet_v2_50/feature_vector/1


 

Each feature extractor outputs a one-dimensional feature vector of length 2048.  These two 

feature vectors are concatenated into a single one-dimensional vector of length 4096.  Finally, a 

256-neuron fully connected layer with 30% dropout is used to produce the final match/no-match 

vector. The network was implemented using Tensorflow 1.9 and Python 3, and training was 

performed on the Google Cloud Platform using Nvidia Tesla V100 GPUs. 

 
Figure 2. Schematic showing our neural network architecture 

 

Testing 

Before investigating deep neural network approaches, more conventional image feature matching 

methods were tested. Two simple metrics that could be applied are the L1 and L2 distances 

between image pairs. These two metrics work on full images, by first flattening both images into 

1D vectors, A and B. The L1 distance, sometimes referred to as the Manhattan distance, is then 

computed: 

𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒𝐿1(𝐴, 𝐵) = ∑

∀ 𝑖

|𝑎𝑖 − 𝑏𝑖| 

 

Where ai and bi are the ith elements of A and B respectively. The L2 distance is the Euclidean 

distance: 

𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒𝐿2(𝐴, 𝐵) = √(𝐴 − 𝐵) ∙ (𝐴 − 𝐵) 

 

Figure 3 shows that these metrics result can at best give a matching error of ~33%, and thus 

cannot reliably be used to distinguish between matching and non-matching images. 



 

 

Figure 3. The top plot shows a hypothetical L1 distance distribution, which would allow the L1 

metric to be used to distinguish between matching and non-matching image pairs. However, the 

real distributions for L1 (centre) and L2 (bottom) metrics show that neither can be reliably used to 

identify matching and non-matching image pairs. 

 



 

Beyond image based approaches, one can try to find corresponding features in image pairs and 

thereby allow matching pairs to be identified by their high number of corresponding features.  ORB 

[Rublee et al., 2011] feature matching is one commonly used algorithm to accomplish this.  

However, as can be seen in Figure 4 this approach was also unsuccessful. To demonstrate this, 

Figure 4 illustrates the ORB algorithm working on 2 identical images (top) and successfully 

matching the features from image to image. However, when the reprojected and true satellite 

images are run through the algorithm (Figure 4, bottom), ORB cannot correctly match features. 

 

 
Figure 4. ORB feature matching. Example of perfect (top) and imperfect (bottom) matching. The 

imperfect match demonstrates the difference in feature matched locations between the 

reprojected ground image and the true satellite image. Images are 50 m x 50 m. 

 

 

RESULTS AND DISCUSSION 

 

Dataset generation 

In total, ~2.4 million surface perspective images corresponding to 606,000 distinct locations were 

generated within the synthetic environment, which was itself divided into separate training, 

validation, and testing regions. For each location, a reprojected top-down view was processed 

and a ground truth satellite image was extracted. The surface images were captured in 1920 x 

1080 pixel resolution and reprojected to form 1000 x 1000 pixel images with 0.05 m/pixel 



 

resolution, representing a physical area of 50 m x 50 m. An equivalent 1000 x 1000 pixel satellite 

image was also extracted for ground truth. Point clouds for 100,000 of these locations were also 

generated. Overall, approximately 10 TB of data was generated. Details of the total and 

subdivided datasets are shown in Tables 1 and 2, respectively. 

 

 

Type Amount Description 

Surface images 2.42 x 106  1920 x 1080 pixels 

Satellite images 6.06 x 105 50 m x 50 m; 0.05 m/pixel 

Reprojected images 6.06 x 105 50 m x 50 m; 0.05 m/pixel 

Point clouds 1.00 x 105 360 degree point cloud 

Environment size 8 km x 8 km  2 km x 2 km zone used for training;  
1 km x 1 km zones for testing and validation 

Data size 10 TB - 

Table 1. Summary of total data generated. 

 

 

Type Number of 
Locations 

Fraction of 
Total 

Description 

Training 5.62 x 105 0.93 Used to fit the model 

Validation 0.30 x 105 0.05 Used during training to tune model 
hyperparameters 

Testing 0.14 x 105 0.02 Used at the end to check the network 
with unseen data samples 

Table 2. Breakdown of the three dataset splits. 

 

 

Reprojections 

At a given location, the four ground perspective images taken from the synthetic lunar 

environment are reprojected into a corresponding top-down approximation. Figure 5 illustrates 

one such set of ground perspective images taken in each cardinal direction from the synthetic 

lunar environment. Figure 6 shows the respective reprojected image along with the true satellite 

image. As the ground perspective images were reprojected onto a flat plane, distortions are 

introduced. Depending on the true topography, this can range from minimal to significant.  

 



 

Figure 5. Example ground view images taken at one sample location. Clockwise from top left: 

front view, right view, rear view, left view. The camera is positioned 2 m above the surface, 

oriented 15 degrees below horizontal, and has a horizontal field of view of 90 degrees.  

 

 

 

 
Figure 6. Example of an aerial reprojection (left) using the ground views in Figure 5, and the 

corresponding ground truth satellite view (right). Image scale is 50 x 50 m.  

 

 

 

Localization 



 

The final step of localization is performed by sampling a large satellite image region via a sliding 

window approach. At each window position, the enclosed 50 m x 50 m ground truth satellite image 

is run alongside the reprojected image query through the neural network and compared. A 

numerical output signifying the degree of similarity is produced for each image pair. Finally, the 

results from all sliding window positions are ranked to find the top location matches.  

 

Figure 7 illustrates the localization results from our sliding window method. In these sample cases, 

we performed our localization testing in a 300 m x 300 m sub-region within the aforementioned 1 

km x 1 km testing region, which shares no overlap with the training and validation regions. 

Reprojected locations are shown in the larger testing sub-region alongside the ground truth 

location and top 5-10 matches as determined by the neural network.  

 

While this system does not yet deliver a definite location, in testing it consistently found regions 

with considerable overlap of the actual location within the top 5-10 estimates out of 441 sliding 

window positions per localization, i.e., inferences within the top 1-2% of all possibilities. This is a 

valuable input for any human-in-the-loop localization. By severely reducing the search space that 

the human needs to consider, the workload is reduced, and by extension the time to completion. 

 

Additionally, it could also be used as a starting point for a second automated system to refine the 

localization. If so, the vastly reduced search space would give more headroom for the viable 

computational cost of any such algorithm. 

 

Code and documentation for this study can be found at 

https://gitlab.com/frontierdevelopmentlab/space-resources/sr2018-localization. The data 

generated in this study will be made available in an executable, which will produce the data locally 

rather than requiring the user to download the complete set over the internet. 

 

FUTURE WORK OPPORTUNITIES 

 

In-depth parameter study 

Due to the nature and scope of this project, a limited parameter study - within the Unreal lunar 

landscape environment - was carried out (e.g., use of a single sun angle). Unreal allows a number 

of parameters to be explored, and so a variety of sun angles, as well as more realistic crater and 

rock distributions would greatly enhance the current dataset. Additionally, rover tracks could also 

be added to the environment, in order to increase the neural networks robustness against 

changes in the landscape. All of these factors would provide more data for the testing and training 

of the machine learning models, and a greater variety of conditions that a potential rover could 

face on the planetary body’s surface. 

https://gitlab.com/frontierdevelopmentlab/space-resources/sr2018-localization


 

 

Figure 7. Localization results for three different positions are shown in the top, middle, and bottom 

rows. Left panels illustrate reprojected ground images (50 m x 50 m) and right panels the 

surrounding environment within the testing region (300 m x 300 m). The ground truth location is 

shown as a solid gray square in the right panels, while hollow white squares show the neural 

network’s top 5-10 matches to the reprojected image. 



 

Moon/Mars dataset 

Unreal Engine has the capability of ingesting DEMs to its environment, such as lunar and Martian 

DEMs. Inclusion of these datasets would provide a true planetary environment to test and train 

the machine learning models. NASA has already produced full 3D environments based on MER 

rover data. While these environments only cover the direct surroundings of the rover path, they 

are high in resolution and could be used for training, testing and validation of our methods.  

 

3D reprojection 

This project assumed a flat plane for both reprojection and satellite images. This produces 

problems, as the ground is not usually a flat plane. In order to resolve this, point clouds were 

produced for specific locations. Ground and reprojected images were then projected onto these 

point cloud meshes. This results in more accurate reprojections, particularly in more mountainous 

regions; an example of which is shown in Figure 7. For this example, the point cloud mesh and 

the reprojections were produce manually. For future work, this method would be  automated in 

order to produce a large number of reprojections. 

 

 

Figure 7. Top: reprojected ground view (left) and the improved 3D reprojection from the same 

location (right) using point clouds. Bottom: True satellite view (left) and 3D reprojection ground 

view (right) using point clouds. 

Localization accuracy 



 

The majority of this research was spent on the sub-problem of identifying whether two images 

(one reprojected, one from a satellite map) represented the same location. This capability is 

critical to the system built. 

 

However, given this pairwise similarity information there is room for improvement. Thus far, a 

sliding window approach was used. This is perhaps the most straightforward way of using a 

matching network to localize. In this work, the sliding window was moved by 56 pixels (12.5 m, ¼ 

the size of the window) at each iteration. Therefore, a given rover location can, on each axis, be 

up to 28 pixels (6.36m, ⅛ of a window) away from any sliding window it is compared against.  It 

is, therefore, likely that sliding the sampling window in smaller steps will improve the matching 

accuracy since the best matching satellite image that the reprojection is compared against will be 

closer to the correct location. A counterargument to this is that by testing many more sliding 

window positions, the risk of false positive matches also increases. Which effect dominates needs 

to be verified empirically. 

 

More advanced techniques than a sliding window exist. For example, it would be possible to 

perform the sliding window approach as previously described, and then build up a 2D matching 

‘response map’, i.e., an image where the pixel values are the outputs of the matching network at 

each sliding window location. A convolutional neural network can be trained on this response map 

to learn what response patterns correspond to a match. This will likely be more robust than the 

sliding window approach since it makes use of the matching response in the vicinity around the 

correct match, rather than the matching response of the match only. 

 

Terrestrial localization dataset (Devon Island) 

A GPS-referenced terrestrial surface and satellite image dataset was planned for acquisition in 

Devon Island, Nunavut, Canada as part of the NASA Haughton-Mars Project [Lee, 2002] in 

July/August 2018. Adverse weather and ground conditions, however, prevented data collection 

at this Mars analogue (e.g., Lee and Osinski, 2005; NASA, 2011b) site. It is hoped that the data 

collection will be able to operate in the 2019 field season. Once collected, the dataset would be 

available to validate the machine learning models created as part of this project and provide a 

new dataset for localization benchmarking in future studies. 

 

CONCLUSION  

 

Accurate localization (pinpointing your position) is essential for navigation, path planning, and 

science objectives. On Earth, localization can be achieved using the Global Positioning System 

(GPS); such a system is, however, unavailable for other planetary bodies. Planetary rover 

localization techniques such as dead reckoning and human-in-the-loop image matching are 

currently slow and/or tedious, with errors in accuracy building over time. 

Efforts to improve localization efficiency and accuracy using ground and aerial images via 

computer vision and machine learning have begun, but are mainly limited to well-defined, feature 

heavy, data-rich urban environments. Planetary applications have, so far, been limited. This work, 

therefore, presented a novel proof-of-concept approach to planetary rover localization: surface 



 

perspective-to-satellite perspective image matching using machine learning. The outcomes of this 

project were: generation of a localization benchmark dataset (~10 TB data) and generation tools 

- available to the community to test and train their localization methods; a demonstrated proof-of-

concept for automated absolute localization using the ResNet convolutional neural network; and 

a method to assist human-in-the-loop localization.  

The resolution used within the generated lunar landscape was comparable to that of the highest 

resolution martian images, meaning these methods could be directly applied to martian 

environments. Additionally, this work demonstrated that the use of point clouds and mesh 

generation can further improve localization results via more accurate reprojections.   

 

The presented approach iis a step forward in speeding up localization by reducing the search 

space to a much smaller number of areas. This demonstrated proof-of-concept can serve as a 

guideline for future approaches to improve absolute localization on planetary surfaces.  
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